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Storyblocks: Towards AI-Assisted Narrative Design for Data-Driven Storytelling

ANONYMOUS AUTHOR(S)

Fig. 1. Storyblocks is an interactive environment supporting narrative design for data driven storytelling. The system is composed

of three fundamental story elements: (1) questions that guide inquiries, (2) observations that provide supporting statistics, and (3)

visualizations that capture dominant trends. It incorporates a multi-agent architecture to support connecting, abstracting, recycling

and iterating various story elements for hierarchical organization of narrative.

Narrative design is central to data-driven storytelling (DDS), providing structure to data stories through sequenced observations,
visualizations, and interpretations. Creating compelling DDS narratives is an iterative and collaborative process that requires both
analytical reasoning and creative storytelling. While artificial intelligence (AI)–powered tools can assist in generating insights,
visualizations, and descriptive summaries, they rarely support deeper reflection on narrative flow, organization, or alignment with
story writer intent. We propose a dynamic, inquiry-guided narrative design approach that enables writers to establish writing objectives,
structure ideas, reflect on their story, and refine stories. Our approach builds on Socratic Questioning—a technique widely adopted in
learning technologies to help individuals explore complex ideas through thoughtful, open-ended questions. We embed this approach
in Storyblocks, an interactive system that combines hierarchical layout generation, non-linear structuring, real-time feedback, and
multi-agentic interaction. Through systematic evaluations, we provide actionable insights for advancing Human–AI collaboration in
narrative design.
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1 INTRODUCTION

Narrative design in data-driven storytelling (DDS) refers to the process of structuring raw data, insights, and visualiza-
tions into a compelling, cohesive story to systematically communicate meaning and viewpoints [31, 49, 97]. Unlike
simply presenting raw statistics or charts, narrative design emphasizes story logic - the sequencing, framing, and rhetor-
ical strategies - that transforms data into a compelling narrative [91]. This process is not limited to mere structuring of
information based on predetermined logic; it involves ideating, exploring, probing, and refining the very logic used to
structure the information. Designing compelling narratives for DDS, therefore, is a cognitively demanding task that
necessitates creative thinking, iterative refinement through feedback, critical reflection, and the ability to effectively
explain, persuade, and engage target audiences [5]. Modern AI-powered writing technologies help non-expert writers by
offloading various aspects of DDS workflows, such as automatically extracting insights from large datasets [79], building
high-quality visualizations [32], translating statistical observations into written text [35, 84], and even automatically
generating entire stories [49]. While outsourcing these tasks to AI systems help lower the entry barrier for non-expert
data story writers[97], it often disengages the writers from these processes.

This disengagement risks deteriorating the narrative quality, as AI-generated outputs tend to exhibit structural
homogeneity and reduced diversity in narrative flow [85, 103], despite resultant stories appearing novel or enjoyable
at first [82]. Moreover, use of automated AI tools in writing workflows can have lasting negative impacts on an
individual’s writing style, limiting their expressivity and creativity and overall writing experience [102, 105]. Although
prior research demonstrates that AI-powered writing assistants offer opportunities for more nuanced storytelling
[63, 64], they can also diminish the critical reflection skills acquired during the creative process [59, 89, 114]. This is
particularly problematic for non-expert writers engaging in DDS workflows, as it can lead to inaccurate data stories that
present biased views of the world. In this research, we investigate the design space of AI-powered writing technologies
that support non-expert writers to explore, ideate, reflect, and experiment with different data-driven story narratives
while facilitating active engagement and reflection with the data. We argue that to effectively support the narrative
design process, AI writing assistants should function as cognitive scaffolds that guide writers in sequencing their ideas,
framing their interpretations, and helping them adopt compelling rhetorical strategies.

Narrative theorists define a narrative as a representation of an event or a series of events [1, 75, 81], or “the ‘telling’ of a
sequence of events in a specific way so as to invite the readers to take a particular position towards the story” [51, 91]. In
the context of DDS, narrative design is a method for synthesizing statistical observations from large complex datasets
(existing as tables, spreadsheets, databases, or documents), and presenting them as a meaningful and logical narrative,
referred to as a data story [4, 74]. Crafting coherent and effective data story narratives requires authors to engage
deeply with the subject matter, reflect on their communicative goals, and select story elements that best represent those
goals[5, 22]. One effective way to support this engagement is through a question-guided inquiry process, where writers
Manuscript submitted to ACM
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explore complex ideas by posing a sequence of thought-provoking and deductive questions that build upon one another
[15, 56, 97]. This approach, known as Socratic questioning, proposed by Socrates, is now widely used in educational and
learning technologies to promote internal reflection [57, 71, 108]. Socratic questioning offers a structured way to help
writers reflect on their narrative choices[57]. Instead of relying on fixed templates, it prompts individuals with targeted
reflective questions that help them examine assumptions, clarify goals, and interpret observations more thoughtfully.
Prior research shows that Socratic questioning based inquiry can be a powerful tool to encourage reflection and
engagement with the subject matter [27, 71, 108]. In this research we investigate, how can we design writing technologies

that engage non-expert writers of data-driven stories in a Socratic dialogue?

Rather than treating Socratic questioning as a purely reflective exercise, we operationalize it as a design strategy
embedded within an AI-supported writing assistant. In our system, the AI poses thought-provoking questions on-
demand to prompt critical engagement with data insights, visualizations, and narrative decisions. For instance, when a
writer extracts an initial data insight, such as a trend capturing changes in public transit ridership, the system might
first pose an exploratory question (e.g., “What broader trends or external factors might explain these changes?”) to
encourage contextual thinking. As an appropriate follow up to this, the system may generate a clarifying question (e.g.,
“By how much did ridership vary across different transit modes or time periods?”) that can help refine the writer’s
analysis. Alternatively, a follow up question generated by the system that challenges assumptions (e.g., “Are these trends
consistent across all demographic or geographic groups, or do disparities exist?”) may provoke deeper inquiry and
reflection. Through an iterative dialogue, our system scaffolds the author’s reasoning process, helping them connect
statistical evidence to narrative objectives [45, 95].

Our goal is to investigate how writers experience of Socratic-style inquiry-guided writing approach shapes the DDS
narrative design process and their internal narratology. To examine this, we built Storyblocks, an interactive system
combining hierarchical data story layout generation, non-linear structuring, and real-time feedback with a multi-agentic
architecture. Storyblocks represents data stories as hierarchical assemblies of three constituent elements - questions,
statistical observations, and data visualizations. These elements, metaphorically represented as building blocks, can be
created, connected, refined, and recycled through a mixed initiative and direct manipulation paradigm. The system
enables writers to ideate, explore, probe and refine various narrative flows, rather than automating the entire writing
process. While Storyblocks can help writers of any expertise, we specifically focus our study on non-professional,
novice data story writers who lack necessary skills in sensemaking and story telling and are more likely to benefit
from an inquiry-guided approach. Through a user study with 21 participants using Storyblocks to craft narratives, we
uncovered how writers experience this inquiry, what types of questions effectively stimulate reflection, and when the
system overwhelmed or misaligned with their goals. We observed that the inquiry-guided approach helped promote
ideation, probing, and uncovering unexpected insights which effectively shaped rhetorical framing and narrative
refinement. However, the approach also posed challenges for narrative sequencing, especially when balancing data
extraction with narrative framing and countering writer’s internal or external biases. Our research has three key
contributions:

(1) We introduce an inquiry-guided system that integrates AI supported data exploration, hierarchical narrative
planning, and iterative story refinement.

(2) We propose a novel story rendering algorithm that transforms non-linear narrative plans into a linear story to
provide real-time feedback.
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(3) We present actionable insights that draw from a systematic evaluation, uncovering writer’s experience of
inquiry-guided writing and its impact on their writing process.

In the following sections, we first motivate our research through related work, followed by a description of our formative
study, system design, architecture, and user evaluation findings. Finally, we synthesize practical implications that will
inform future narrative design tools for DDS workflows.

2 RELATEDWORK

Data stories help writers communicate nuanced insights about broad social issues, and when paired with anecdotal
accounts, can amplify reader engagement [107]. Prior research has explored widely popular DDS formats, such as
annotated charts [10], magazine styles [58], comic strips[101, 111, 112], as well as several novel formats, such as
performance arts, games, and augmented reality [41]. In this research, we focus on the DDS workflow employed in
computational journalism, where writers communicate social issues via narrative text and data visualizations [4, 91].
We describe below the related work done in this field.

2.1 Artificial Intelligence for Data-driven Storytelling

Designing narratives for DDS requires authors to engage in a series of cognitively demanding tasks. Authors must
establish writing goals, gather analytical observations, articulate and structure these to form coherent sequences, and
iteratively refine their story to align with target audiences and idiosyncratic objectives [43]. To support authors in these
tasks, a wide body of research has investigated automated data transformation techniques for narrative generation
[36, 47, 48], with early systems primarily relying on template-based approaches [37, 76, 106]. For instance, Voyager [106]
helps authors select suitable visualization from a recommended set using predefined statistical perceptual measures,
while IntroAssist [48] helps authors write introductory help requests via expert and peer-supported brainstorming.
These tools primarily incorporate rule-based approaches that provide precision, but lack adaptability and expressiveness.

Recent advances in generative AI offer increased adaptability in writing technologies for helping authors extract
visualizations [20, 21], observations [32], and textual descriptions [49] from a variety of datasets. Furthermore, it can
help writers elaborate on existing ideas [19, 29, 99] and adjust the overall story tone [35]. Systems such as Data2Text [26]
and models like GPT-x have demonstrated the ability to generate fluent and coherent textual narratives from structured
data inputs. When integrated into storytelling pipelines, they help to improve narrative coherence, personalization, and
engagement, along with increased story production speed [18, 49, 92]. For instance, multi-step agentic frameworks like
DataNarrative [49] mimic the human process of data story generation and can assist users in automatically creating
story outlines and narration. While these AI-based writing tools help writers translate their ideas into stories, they often
limit critical reflection [33, 83], reduce expressivity [54], and fail to assist with other demanding aspects of the writing
process, such as story planning, evaluation, and narrative design [34, 55]. Recent studies have shown that AI-generated
stories frequently stabilize around predictable patterns, leading to stylistic uniformity [24], suppressed originality [25],
and standardized and homogeneous narratives [2, 65, 85] In this research, we investigate the design of AI-powered
systems that support writer creativity, while preserving personal writing styles in DDS workflows.

2.2 Narrative Design in Data-driven Storytelling

Narrative design has been widely studied through the lens of narrative theory, a body of literature which suggests that
the ability for human storytelling is a natural phenomenon of our evolution and a cornerstone in how we interpret the
Manuscript submitted to ACM
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world [17, 98]. Narrative theorists argue that narratives help people construct, express, and negotiate personal and
collective identities [13, 68]. Recent research has investigated narrative design across domains such as education [23, 52],
journalism [44], and interactive media [16, 44], highlighting its role in shaping audience engagement, comprehension,
and persuasion.Within DDS, researchers define narrative design as the practice of identifying the most effective organization

of insightful observations and visualizations to communicate the relevant information to a target audience [62, 87, 91].
To create compelling data stories, authors must design their narrative by carefully sequencing insights (e.g. statistical
observations and trends in data), alongside devices of visual communication (e.g. charts and animations), to write
stories that support information discovery [31, 69]. For instance, if the objective of a data story is to persuade an
audience towards a particular position, the author(s) may adopt an argumentation narrative style, using insights and
visuals to support or refute that stance [53, 60]. Conversely, if the story objective is to engage readers in a dialogue, the
author(s) may choose to start with a rhetorical question, and select insights that seek to answer this question [94]. Very
rarely do writers finalize their narrative without some degree of experimentation and reflection, thus making narrative
design an iterative process [17]. It is important to note that narrative design is distinct from story planning. While
story planning involves organizing story elements (i.e., questions, observations, visualizations), according to a given
story logic, narrative design focuses on formulating that story logic and iteratively refining it through those elements
to communicate a viewpoint. In this research, we investigate the design space of AI-powered writing assistants that
support narrative design in DDS contexts.

2.3 SocraticQuestioning for Inquiry-Guided Writing

Recent research has demonstrated that human-AI collaborative interfaces can leverage Socratic questioning techniques
to support critical thinking, reflection, and subject matter engagement [29, 62, 94]. Systems such as Thinking Assistants
[80] and ExploreSelf [96] use reflective questions to help writers organize their thoughts using conversational agents.
Beyond academic research, several commercial systems also adopt this approach with promising results. For instance,
OpenAI’s ChatGPT Study Mode [78] encourages inquiry-based learning in students by prompting open-ended questions,
rather than supplying direct answers. Similarly, Primer’s Deep-Talk AI [9] generates reflective prompts to facilitate
dialogue within teams. While these early efforts signal a broader shift towards designing AI systems that facilitate human
inquiry rather than simply automating content generation, the conversational interaction paradigm that underpins
these systems still presents notable limitations. By assigning the lead inquiry position to the AI agent, such tools often
restrict writer agency and expression, reducing authors to passive respondents in a linear dialogue. This is particularly
problematic for narrative design, which is inherently non-linear and exploratory, requiring writers to shift fluidly
between generating ideas, organizing subplots, and refining arguments [30, 34]. Recent research with layered interface
paradigms, such as Script&Shift [94], Jupybara [100], VISAR [110], and Idyll [21] suggest alternative, more efficient ways
to support writers. By combining non-linear thinking with linear computation, these tools move beyond traditional
text editors or chat-based systems and offer opportunities for refocused cognitive efforts[94, 100, 110]. Perhaps the
closest to our research are Jupybara [100], which helps users generate coherent narratives using AI-agents embedded
in Jupyter Notebook, and VISAR [110], which supports rapid prototyping in argumentative writing. However, our work
differs from these approaches by directly addressing the challenges of narrative design. In this research, we build upon
this body of work and leverage Socratic questioning to emphasize the the cognitive faculties of narrativization, such
as experimentation and ideation. In the below section we outline our formative study and design methodology for
Storyblocks.
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3 DESIGN REQUIREMENTS

Socratic questioning positions knowledge as something actively constructed through dialogue with oneself or others. By
prompting individuals to articulate why they believe something, how they arrived at a conclusion, and what alternative
explanations might exist, the technique encourages critical reflection and deeper engagement with the knowledge
produced [27]. Methods in Socratic questioning also align closely with popular theories in composition studies, which
argue that effective storytelling emerges from critical reflection and engagement with subject matter [6, 17, 30]. Within
DDS, Socratic-style inquiry may prompt writers to articulate why a given data interpretation is relevant to the story
goal and how it can shape reader’s perspectives. Such inquiry can significantly improve the writer’s ability to connect
claims with supporting evidence, leading to compelling data stories.

When constructing the narrative for data stories, Socratic questioning can support cognitive processes, such as
sensemaking and hypothesis generation, that enable writers to move beyond surface-level observations [5, 88]. However,
integrating such inquiry-guided approaches into narrative design tools poses unique challenges. The predominant
friction is the interaction novelty introduced when exploring a fundamentally different mode of engagement compared
to traditional writing assistants. Inquiry-guided writing requires authors to iteratively engage in reflective dialogue
without losing sight of their writing goals or experiencing cognitive overload. To uncover such challenges for an
inquiry-guided narrative design tool, we conducted a formative study with 9 participants.

The goal of our formative study was to understand the salient design features that can situate the users in an
interactive dialogue with the system during DDS workflow. To achieve this, we developed a preliminary prototype that
supported data-driven story writing using five publicly available datasets. These datasets covered post-pandemic transit
ridership [70], global air pollution emissions [90], gun violence [40], federal election voting [61], and mortgage pricing
[67] respectively. We manually curated a set of observations, visualizations, and guiding questions for each dataset. These
elements served as the fundamental blocks to data stories and we embedded them in an interactive interface through
a hierarchical graph layout metaphor. Prior research demonstrates that hierarchical story graphs can offer powerful
interaction paradigm for narrative generation [86]. The interface enabled participants to create and organize these
blocks, connect them through simple drag-and-link interactions, and render their hierarchically connected ideas into a
linear story. To encourage inquiry, we embedded two restraints on building blocks: observations and visualizations
could connect only to central sub-questions, while questions could branch to other questions.

We acknowledge that this initial prototype may have shaped how participants interacted with the system and
eventually our findings. However, our formative study focused on identifying the most salient design features rather
than curating an exhaustive list. Despite the interaction structure imposed by our prototype, the participants’ behaviors
and feedback reliably exposed critical design guidelines (R1–R5 as described later in the section). While this technique
can help writers with all levels of expertise, we focus our inquiry on unskilled writers - individuals with no formal
training in professional writing or data-driven storytelling. We focus on these individuals for three reasons. Firstly,
non-experts lack stable schema and routines for story planning and rhetorical framing, [14], which can make them
more inclined to explore varied topic ideas and experiment with flexible narrative structures [7, 8] This makes them
well suited for evaluating how effectively the system adapts to diverse and evolving writing styles. Secondly, observing
changes in the reasoning and narrative development of unskilled writers enables us to extract a clear view of the
system’s impact without the confounding influence of prior expertise. Lastly, novice data story writers may benefit
more from an inquiry-guided approach, as leading with questions supports their learning process and lowers the barrier
to entry.
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We recruited 9 participants between the ages of 21 - 55 years who were a mix of industry professionals and university
students with limited prior experience in DDS. During this formative study, participants completed a brief tutorial
that introduced story elements, several illustrative examples of data stories, and how to interact with the system.
Participants were then prompted to design a narrative by asking questions, incorporating supporting observations and
visualizations, linking ideas, and iterating on their prototype story. The free form interaction enabled them to explore
any story angle and pursue a story direction of their choice using the pre-loaded observations and visualizations. We
gathered qualitative data using contextual inquiry, a think-aloud protocol, and a post-usage reflection. Observation
notes captured how participants used the interface to write their stories while think-aloud transcripts and post-usage
reflection revealed participants’ reasoning processes and strategies for constructing their narratives. We conducted a
reflexive thematic analysis of this data to identify recurring patterns in participants’ reasoning and extract actionable
design requirements for the system We synthesize our findings from this preliminary study into as below:

Facilitating evolving story structures (R1): While many participants relied on our pre-existing library of story
elements to assemble their initial drafts, these only served as starting points. As their ideas developed, participants
expressed a need tomanuallymodify and adapt their question and observations blocks to alignmore closelywith evolving
narrative goals. These edits frequently involved rephrasing questions to sharpen their focus, reframing observations to
highlight relevance, and selectively curating which visualizations best supported their emerging storyline. The ability
to filter and modify generated content provided a sense of agency in the writing process, suggesting that systems should

balance automation with opportunities for customization to support evolving story structures.
Supporting non-linear story organization (R2): To better support the inherently non-linear ways in which

individuals brainstorm, plan, and refine narratives, we encouraged a hierarchical structuring of story elements. Partici-
pants responded to this positively, noting that it “allowed for easier flow of thought and felt more natural” compared to
traditional linear planning. However, this also revealed new design challenges. For example, when narratives grew to
include a large number of blocks and dense interconnections, participants found difficulties managing, revisiting, and
reflecting on individual story elements. To address this, they expressed the need for pan-and-zoom interactions and
mechanisms for organizing and navigating large, complex trees of thought. Participants also frequently repositioned
blocks as they experimented with aligning story elements, iterating on structures, and discarding connections that no
longer served the narrative. This suggests that systems supporting non-linear planning paradigms should incorporate

interaction mechanisms for effective connection and navigation of ideas.

Enablingmultiple entry points (R3): Participants approached narrative construction from different starting points,
reflecting the fluidity of their creative processes. Participants began by formulating questions to guide exploration,
leading with compelling data-driven observations, or anchoring their stories in predominant visualizations. One
participant explained that starting with observations made it easier to “see patterns first, then figure out the story”,
while another preferred “posing questions to get a sense of direction before diving deeper”. This suggests that narrative
design systems should enable multiple entry points to support their sensemaking strategies and avoid enforcing structural

assumptions.

Promoting ideation (R4): Participants used a mixture of pre-existing and manually-created story elements to frame
their narrative. In the early stages of narrative construction, they frequently engaged in open-ended exploration. This
occurred when pre-existing elements and exploring multiple possibilities was more valuable than committing on a single
storyline. To remedy this, participants expressed the need for features that encouraged ideation and experimentation.
For example, the ability to add new question blocks that open alternate lines of inquiry, experiment with alternative
visualizations, or edit the framing of observations to explore new perspectives were all mentioned. Additionally,
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participants often relied on questions as entry points into their narratives, but noted the difficulty of consistently
generating meaningful or well-scoped question prompts on their own that were appropriately tailored towards the
available data. These observations suggest that systems should offer mechanisms to open multiple lines of inquiry and

support rapid data exploration.

Supporting feedback loops (R5): Several participants noted that their evolving prototype story clarified their
thought process and provided useful reflection that helped them improve their narrative structure. However, they
mentioned it was challenging to anticipate how the final output might read, which made it difficult to identify gaps and
adjust their story structure accordingly. This suggests that supporting tight integration between non-linear planning and
real-time story rendering is critical to foster effective feedback loops. As such, systems that employ a story-prototyping

mechanism should provide precise linearization heuristics within the interface and ensure a tight feedback loop with the

graphical story.

In this research, we incorporate the above design requirements in Storyblocks, an interactive system supported
through a multi-agent architecture to assist narrative design in DDS workflow. In the following section, we describe
our system design.

4 SYSTEM DESIGN

We developed Storyblocks to support writers with rapidly generating, experimenting and, evaluating different
narratives through a building blocks metaphor. Our system is comprised of five essential design elements: a dynamic
contextual question generator, an insight explorer, a narrative design playground, a block enrichment mechanism, and
a story renderer.

4.1 Dynamic ContextualQuestion Generator

Writers continuously ask questions throughout the narrative planning process. These questions often act as pivots,
guiding the flow of thought and linking facts to form coherent arguments[28, 39]. Therefore, posing thought provoking
questions that encourage writers to challenge assumptions, explore new perspectives, and promote evidence-seeking
are essential for crafting narratives. To foster this process, Storyblocks incorporates a dynamic question generator. The
question generator creates engaging, thought provoking questions on-demand, which the writers can modify and queue
as necessary. Writers may generate questions (and question queues) by entering a query into the query box (Figure 2-A)
and invoking the Question Agent (QA) through a simple button click. For instance, a writer may enter an open-ended
query, such as “Generate a question about public transit usage”, and then click on the generate question button (Figure
2-B). Upon receiving the user query, the QA first verifies it for robustness and correctness. It then retrieves the relevant
dataset from the in-memory vector store, embeds both the query and contextual information into a prompt, and uses a
generative model (GPT-4o-mini) [77] to produce candidate questions (Figure 3).

The QA generates questions based on specific entities or relationships between different entities (R4). For instance,
given the above user query, the QA might generate a central guiding question, such as “How does fluctuation in

employment rate impact public transit usage?”. It may also generate follow-up questions, such as “How has employment

rate changed over the past years?” or “Which socio-economic factors link employment with public transit?”, to help scaffold
the emerging argument. These questions appear in the narrative design playground as mutable blocks that can be
repositioned, and (re-)connected to other blocks (Figure 2-E). This free-form, natural language interaction offers high
user expressivity and sufficient specificity to generate a diverse pool of question blocks. The user may refine the QA
generated questions or create their own without the QA to guide their inquiry. They can accomplish this by directly
Manuscript submitted to ACM



417

418

419

420

421

422

423

424

425

426

427

428

429

430

431

432

433

434

435

436

437

438

439

440

441

442

443

444

445

446

447

448

449

450

451

452

453

454

455

456

457

458

459

460

461

462

463

464

465

466

467

468

Storyblocks: Towards AI-Assisted Narrative Design for Data-Driven Storytelling 9

Fig. 2. The Storyblocks interface supports a node-based hierarchical structure for non-linear story planning. From the query box (A),

users can query the question generator for relevant questions (B), as well as explore insights (i.e., observations and visualizations)

(C). The scratch pad (D) stores unused elements for future use, while the real-time story renderer (G) updates dynamically as the

narrative evolves. The narrative design playground (E) allows users to create and connect question, observation, and visualization

blocks to build their story. An accompanying overview of the dataset (F) is available for reference as well. The block enrichment

feature (H) allows writers to refine textual blocks using AI agents, while branches of blocks can be expanded or collapsed (I) to support

navigation. This design enables writers to iteratively refine their ideas while maintaining a clear overview of the emerging narrative.

editing text in each question block or creating an empty question block through the same button click and adding a
textual question to it (R1). An overview of the dataset is provided as a tooltip that allows writer to familiarize themselves
with all entities contained in the dataset (Figure 2-F).

4.2 Insight Explorer

While the inquiry is lead by questions, statistical insights ground it in data. We facilitated data exploration through
natural language interactions, enabling users to query the dataset, search for evidence, and retrieve relevant observations
to further their line of inquiry. Substantial improvements to LLM capabilities in recent years has made it possible to
query LLM’s directly through natural language, lowering the entry barrier for data exploration [3, 66, 73, 113]. Building
upon this progress, Storyblocks incorporates an Insight Explorer (IE): an AI agent that can retrieve statistical findings
and trends relevant to specific queries. Writers may extract insights by entering a natural-language query into the query
box and selecting either textual descriptions or visualizations to be generated in response. (Figure 2-C). Continuing the
previous example, after generating a question block, such as “How does the fluctuation in employment rate impact public

transit usage?”, the writer might input a query in the query box, to retrieve supporting evidence. For instance, they
might enter “Show me public transit usage trends over the past five years.” in the query box, and select the preferred
output format. They might then explore follow-up questions about employment rate changes or socioeconomic factors,
and issuing additional queries such as “Show me employment rate trends for the past five years” or “Provide a breakdown

Manuscript submitted to ACM



469

470

471

472

473

474

475

476

477

478

479

480

481

482

483

484

485

486

487

488

489

490

491

492

493

494

495

496

497

498

499

500

501

502

503

504

505

506

507

508

509

510

511

512

513

514

515

516

517

518

519

520

10 Anon.

of demographic groups using public transit over the past five years.”. The extracted insights may help the writer link
employment and socio economic factors with public transit. At this stage, they may also invoke QA to generate a new
question that leads to a different line of inquiry altogether. It should be noted that, while the symbiotic relationship
between questions and insights may be mistaken for an equivalency, we argue that questions open up lines of thinking,
whereas insights close them or lead to further inquiries. The distinction for both is necessary, as the respective structure
that follows is fundamentally different (R1).

We incorporated two modes of insight exploration - textual and visual. Textual mode delivers written descriptions of
salient trends, patterns, outliers, and observations within the data. These outputs are descriptive, rather than predictive,
and can support a range of analysis functions, including event diagnosis, argument construction, and hypothesis
evaluation. Visual mode generates visualizations of queried variables and trends in the format of bar charts or scatter
plots. The resulting visualizations are rendered as static charts embedded within movable blocks. The visual agent serves
two complementary purposes: helping writers visualize key trends to identify potential story leads, and presenting
insights to readers that are difficult to communicate through text alone (R3). Insight blocks similarly appear as mutable
blocks on the narrative design playground that can be repositioned and linked with other blocks to facilitate flexible
narrative organization (R2). Both textual and visual agents first validate the user’s query for logical correctness and
contextual relevance. The textual agent then combines the user query with the retrieved context and prompts an LLM
to generate statistical observations. The visual agent operates similarly, except it generates charts using d3.js [11] in the
backend (Figure 3).

4.3 Narrative Design Playground

Storyblocks provides an interactive environment that emphasizes non-linear planning and the deconstruction of
high-level ideas into smaller, mutable units of information. This helps writers intuitively decompose their ideas into
concentrated directions and discourages them from circular thinking (R2). Writers can begin narrative construction by
generating contextual question blocks with the Question Generator and extracting relevant insights with the Insight
Explorer. They can then organize these blocks into hierarchical story graphs that represent emerging lines of inquiry
(R3). For instance, a writer examining how fluctuations in employment rates influence public transit usage, might
create question blocks such as “How have employment rates changed across regions over the past year?" and “Do transit

ridership patterns shift during periods of employment volatility?". Then, they might create insight blocks that contain
observations about month-to-month employment changes and corresponding transit usage trends. Writers can spatially
connect these blocks using snapping connectors, which automatically link two blocks placed in proximity and easily
disconnect when dragged apart (R2). This interaction helps writers form mental models of how their ideas can be
clustered together, promoting structured arguments and deeper exploration into their story. For instance, the writer
may connect a question block about short-term employment fluctuations to an insight block showing a sharp ridership
decline during the same period. They may also use the connection to hypothesize a causal mechanism or identify a gap
for further investigation.

In narrative design, nascent ideas often emerge that are not immediately relevant, but may be valuable later. This
occurs even more frequently with collaborative exploration, e.g. generative agents, where unexpected responses can
challenge or diverge from a writer’s initial assumptions. Storyblocks supports this by incorporating a scratch pad for
storing work-in-progress ideas that writers can later refine and incorporate into their narrative (Figure 2-D). This serves
two purposes: first, it allows writers to concentrate on individual lines of thinking without overloading their cognitive
capacity; second, it promotes a diverse approach to data-driven exploration that limits biased writing (R4). While the
Manuscript submitted to ACM
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scratch pad can support cognitive processing, an inquiry grounded in Socratic Questioning can quickly produce story
graphs that become quite large. This can lead writers to visually lose track of their story and can reduce mental clarity.
To address this issue, Storyblocks allows writers to reveal and hide sub-plots within their narrative by expanding
and collapsing sub-graphs of elements (R2) (Figure 2-I). Each sub-graph displays the number of blocks contained
below them. This abstraction allows writers to focus on specific sections of their story and provides a clear mechanism
for reflective observations on the macro-level objectives of their narrative. We also incorporated a a pan-and-zoom
mechanism, to help writers navigate large hierarchical graphs (R2) (Figure 2-E).

4.4 Real-time Story Renderer

While non-linear thinking can improve cognitive clarity, it can be difficult for writers to visualize how their story will
be viewed by readers. To address this challenge, Storyblocks includes a Real-time Story Renderer that converts a
non-linear story graph into a linear narrative (Figure 2-G). We introduce a novel proximity-based algorithm that powers
this renderer, transforming non-linear hierarchical graphs of story elements ( questions, observations, and visualizations)
into logically connected linear paragraphs. Our approach stands out for its ability to unify spatial structure (depth,
and breadth of elements) with the semantic and contextual relationships among blocks. This produces layouts that
emphasize clarity and preserves narrative coherence. We refer to the central questions, that guide the narrative flow, as
story blocks, reflecting their important role in shaping the story. The algorithm then identifies sub-graphs of observations
and visualization blocks that are (in-)directly connected to the central story block, while avoiding overlap with other
story blocks. From this point, the algorithm proceeds in two nested stages: (1) an intra-story block layout, in which nodes
represent individual elements (or blocks), such as questions, observations, and visualizations; and (2) an inter-story block

layout, in which nodes represent the question-led clusters previously identified. In both stages, the layout is determined
by iteratively expanding on a set of selected nodes according to proximity-based scoring functions, as defined below.

The process for both intra- and inter-story block arrangements begins with a designated root question node, 𝑟 , with
set 𝑆 = {𝑟 }. To determine the next element in the sequence, all candidate nodes within a fixed radius (e.g., two depth
levels) of the current set 𝑆 are identified. Each candidate, 𝑏, is scored using three complementary metrics:

• Position score captures structural proximity by rewarding both depth alignment (top-down hierarchy) and
sibling adjacency (horizontal ordering). Formally, we consider a candidate’s depth and its sibling relationship
when computing its structural score.

• Flow score encodes narrative intent by favoring nodes that are connected via user-defined edges. This step
emphasizes user agency and ensures consistency with the intended story flow.

• Context score measures the semantic coherence of textual node (i.e., questions, observations) embeddings
using BERT-similarity [109]. Because charts do not provide textual content, their context score is redistributed
to the position and flow scores.

The final candidate score is a weighted combination of these metrics:

final_score(𝑆, 𝑏) =𝑤𝑝 · position(𝑆, 𝑏) + 𝑤 𝑓 · flow(𝑆, 𝑏) + 𝑤𝑐 · context(𝑆, 𝑏) where𝑤𝑝 +𝑤 𝑓 +𝑤𝑐 = 1

At each iteration, the highest-scoring candidate is added to 𝑆 , and the reachable set for the next iteration are updated to
include candidates within the new radius. This process repeats until all nodes are included, resulting in a linearized
narrative sequence from a non-linear story graph. Our proposed algorithm produces layouts that not only preserve
hierarchical continuity, but also highlight meaningful clusters of related ideas that better reflect authorial intent.
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Fig. 3. The system architecture for Storyblocks, demonstrating the three layers of abstraction: the user interface, the agent controller,

and the respective textual and visual agents.

4.5 Block Enrichment Tool

Storyblocks enables writers to formulate writing goals by creating questions to define the narrative flow and extracting
relevant insights using embedded AI agents. However, as stories progress, writers often need to re-frame their arguments
to better align with their evolving narrative. To support this refinement process, we embed a Block Enrichment Tool

within Storyblocks that allows writers to query an LLM (GPT-4o-mini) for real-time edits to individual or groups
of blocks. It should be noted that this is separate from the agents used for creating questions and insights, as this
model does not have access to the dataset embeddings. This feature helps writers rephrase questions, surface external
interpretations that may have been originally overlooked, and optionally integrate relevant context from across the
web (R1). In the context of our employment–transit example, a writer might enrich a question block such as “How have

employment rates changed across regions over the past year?” by incorporating recent contextual details - for instance,
data from a new regional labor report or a policy change affecting transit subsidies. The writer may also incorporate
additional facts and clarifications into this editing process (Figure 2-H).

The system architecture of Storyblocks is organized into three core layers of abstraction. These include a frontend
user interface, an intermediary API layer responsible for managing agent communication, and backend generative
agents queried through user prompts (Figure 3). This lightweight, modular design allows for fast API calls with minimal
overhead and guarantees responsive behavior, regardless of dataset or narrative size. We developed the system as a
RESTful web application using React and React Flow for the sandbox environment. The dockerized image was hosted
on a secure Linux server and OpenAI’s GPT-4o-mini [77] was queried for the generative agents. In the next section, we
describe the methodology for our subsequent user studies.

5 STORYBLOCKS: SYSTEMWALKTHROUGH

To illustrate how Storyblocks supports narrative design in DDS workflow, we walk through a user scenario where
Eva, an inexperienced writer, is working on a data story on employment rate fluctuations and public transit usage.
Please refer to Figure 4 for key interactions supported by Storyblocks.
Manuscript submitted to ACM
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Fig. 4. The key interactions for Storyblocks. Users can generate or write their own questions blocks and answer them with generated

observation or visualization blocks. They can connect or disconnect blocks together by moving them closer or apart, recycle blocks for

future use on the scratch pad, and enrich the content of textual blocks in real-time. To support planning, they can organize their

non-linear story graph into structured readable graphs and render it as a linear prototype of the final story.
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Eva, a novice data story writer, aims to write a story on whether employment rates correlate with public transit
usage using a dataset she recently obtained. Although motivated, she lacks a clear narrative direction and finds the
dataset difficult to explore due to her limited experience with data analysis tools. To initiate her investigation, she turns
to Storyblocks. Eva begins by entering into the query box, “Create several questions involving employment volatility
and public transit usage”, and clicking the Generate Question button. The Question Agent generates several candidate
Exploratoryquestion blocks, which appear as interactive nodes within the Narrative Design Playground. One generated
question “How have regional differences in employment rates changed over the past decade?", attracts her attention
and she decides to pursue this line of inquiry. To maintain a clean workspace, she moves the remaining question blocks
to Scratch Pad, via the Delete (X) control for possible later use. Eva then selects her chosen question block and opens
the Block Enrichment panel, refines the wording for specificity and supplements the question with brief contextual
notes sourced from recent regional labor reports across the web.

Eva extends her line of inquiry by selecting the question block and formulating several exploratory prompts. In the
query field, she types, “Find several insights that build on regional differences in employment rate.". The Insight Explorer
generates multiple candidate observations as modular blocks on the narrative design playground. One observation
highlights a notable disparity between employment rates and public transit usage experienced in New York City.
Eva clicks on this particular observation block and asks follow-up queries such as “What factors might explain this
difference?", “How does this pattern compare to other regions?", and “What contextual variables might I be overlooking?"
She generates both textual descriptions and visualizations for these observations, by entering queries like “Create a
graph plotting employment rates in New York City.”

Eva then decides to deepen the line of inquiry, and clicks on a observation block and writes a query, “Generate
questions involving employment trends in 2005 and their link to recent city policies." The QA generates a series of
Probing questions or questions that Challenge Assumptions, on of which attracts Eva’s attention: “To what extent
might policy changes in 2005 have indirectly shaped later fluctuations in public transit usage, even if the relationship
is not immediately visible in the data?". Encountering this question, prompts Eva to pause and reassess the causal
pathways she had been assuming, and reconsider her writing goals. As these new questions populate the Narrative
Design Playground, Eva reviews them to determine which lines of inquiry meaningfully advance her story and which
can branch out into parallel inquiries. Once Eva gathers sufficient blocks, she begins to weave the story by connecting
relevant blocks together by dragging them closer and seeing how the story reads in real-time using the Renderer.
Because Eva leads the inquiry, the questioning layer supports her exploration without steering it, naturally shaping the
emerging narrative structure and enabling her to identify the most compelling observations with greater intentionality.

6 METHODOLOGY

In the previous sections, we described our motivation, our design, and an illustrative walkthrough of Storyblocks. In
this section, we describe our user study design to understand how an inquiry-guided approach motivated by Socratic

Questioning shapes writer’s experiences and internal narratology during the narrative design process. Our goal with
the user study was to (1) investigate the impact of inquiry-guided writing assistant on the data-driven writing process,
(2) understand writers’ experiences with questions during narrative design, and (3) examine how the approach shapes
participants’ internal narratology during tasks such as sequencing, framing, and developing rhetorical strategies. We
describe our study methodology in detail below.
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6.1 Task

Storyblocks supports writing data-driven stories with diverse tabular datasets. For our user study, we selected three
datasets and randomly assigned them to each participant for their story-writing task. The datasets spanned U.S. gun
violence statistics [40], Canadian political trends [61], and Canadian transit ridership rates following COVID-19 [70].
Each dataset contained a mix of nominal and ordinal qualitative variables, as well as interval and ratio quantitative
variables. Participants could reference these variables, along with short descriptions of the data in each column, through
a tooltip panel embedded in the interface (Figure 2-F). Each participant was provided with an open-ended prompt -Write

a story of your choice guided by questions and the dataset provided. After a quick tutorial detailing how to use the system,
participants could begin creating their stories. Participants were free to select any story angle and create a narrative of
their choice. They were encouraged to experiment with system features — including the Question Generator, Insight
Explorer, Block Enrichment Tool, and Real-time Story Renderer — as they developed their narrative in the Narrative
Design Playground.

6.2 Study Design

Each study session began with a verbal overview of the study objectives, followed by a pre-study questionnaire that
assessed participant’s experience with data-driven stories and general demographic information. The participants
were then shown a tutorial that illustrated several data-driven story examples derived from popular mainstream news
media. These examples were followed by a software tutorial that demonstrated how to use the system, e.g., interactions,
features, controls, to write their own story with Storyblocks, and the writing prompt. Each study session lasted up to
60 minutes, although participants could conclude the study earlier if they felt their story was complete. Throughout the
session, we employed a think-aloud protocol to elicit participants’ real-time reflections on narrative structure, story
planning, and the system’s affordances. The study concluded with a post-study questionnaire that assessed usability,
perceived utility, cognitive load, and participants’ overall experience with an inquiry-guided story writing approach.
All sessions were conducted individually, screen-recorded, and audio-recorded with consent from participants and the
study was approved by the institutional review board / ethics committee.

6.3 Participant Recruitment

We recruited 21 participants using flyers and snowball sampling across the university campus. The participants were
screened for prior skills in data-driven story telling, and we selected individuals with limited to no experience in
data story writing. This participant pool represents the target audience most likely to benefit from an inquiry-guided
approach. All participants were above 18 years of age and fluent in English. Each study session was designed to last an
hour, and each participant was awarded a $20 gift card for their participation.

6.4 Data Collection

We gathered participants’ data using pre-and post study questionnaires, think-aloud protocols, and interaction logs that
captured participants’ block creation, editing, and organization behavior. The pre-study questionnaire was administered
before starting the study session and captured information about participants’ (1) news reading habits, including
frequency, genres, and preferred medium; (2) familiarity with writing, reading, and planning data stories; and (3)
comfort with data analysis tools such as Python, R, Excel, and Tableau. The post-study questionnaire, administered
at the end of the session, collected (1) demographic information such as age, education, and field of work, and (2)
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(a) Post-survey feedback
(b) Backgrounds and Skills Analysis

Fig. 5. Participants’ post-survey responses regarding software and user experience(a) and their background and skill analysis(b)

participants’ experiences using the system, including ease of interaction and navigation, perceived quality of the
system’s creative support, effectiveness in aiding narrative structuring, and open-ended reflections and comments. The
interaction logging system gathered information about questions and insights generated, story organization mechanisms
used, and other user interactions throughout the story writing process. During the study, we employed think-aloud
protocols to encourage participants to articulate their reasoning as they planned and constructed their narratives. We
transcribed the audio and screen recordings to capture participants’ decision-making processes, moments of uncertainty
or insight, and the specific system features they engaged with while shaping their story. Three researchers independently
coded the qualitative data using a reflexive thematic analysis approach, resolving discrepancies through discussion and
consensus-building. This mixed-method design allowed us to triangulate behavioral evidence, self-reported feedback,
and interaction patterns to build a holistic understanding of writer’s experience with Storyblocks. In the next section
we describe how we analyzed the qualitative and quantitative data and our findings from the user study.

7 RESULTS

We recruited a total of 9 participants for our formative study (Section 3) and a different group of 21 participants for
our evaluation study. Out of those 21 participants, 3 participants were unable to complete the study due to technical
reasons. In this section, we present the results of the remaining 18 participants using Storyblocks to write a data story
using either of the three datasets. All 18 participants (16 male, 2 female) were aged 18–35 and had varied educational
backgrounds - 10 held a high school diploma, 5 held a bachelor’s degree, and 3 held a graduate degree. Most participants
came from Engineering (7) and Science (7) with smaller representation from Humanities (2) and Social Sciences (1).
Participants reported reading the news frequently (𝑀 = 3.61, 𝑆𝐷 = 0.78 on a 5-point scale) with Science (14), Politics
(13), and Technology (12) as the most common interests. Participants were moderately familiar with interactive tools,
such as Excel and Tableau (𝑀 = 3.6, 𝑆𝐷 = 0.99), and somewhat less familiar with programming toolkits, such as Python
and R (𝑀 = 3.39, 𝑆𝐷 = 1.29) (Figure 5).

Participants preferred brainstorming strategies were jotting down questions before writing (12), visually clustering
data and insights with software (9), identifying supporting data before deriving insights (7), and clustering on paper
(5) (Figure 6). Participants reported reading data stories only once or twice a year on average (𝑀 = 2.39, 𝑆𝐷 = 1.24),
and most had written more than one data story in the past (𝑀 = 2.78, 𝑆𝐷 = 2.07). Overall, they described themselves
Manuscript submitted to ACM
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(a) Brainstorm Methods (b) Distribution of Question Types

Fig. 6. Participants’ brainstormmethods when creating DDS (a), and the distribution of question types across depths of the hierarchical

narrative graph (b). Each row in (b) corresponds to a depth level (Depth 0–5), and the colored segments represent the count of different

question types within that depth.

as slightly familiar with generating story narratives from data (𝑀 = 2.39, 𝑆𝐷 = 1.09) and seldom engaged in explicit
narrative planning tasks (𝑀 = 2.39, 𝑆𝐷 = 0.92). Participants spent an average of 59.20 minutes (SD = 7.97, max = 72.22,
min = 45.5) completing the study session.

We analyzed both qualitative and quantitative data to understand how an inquiry-guided writing assistant shaped
participants’ data-driven storytelling practices. Specifically, we examined (1) how participants engaged with and
produced questions during narrative design, (2) how inquiry-guided interactions influenced their narrative reasoning -
particularly in sequencing, framing, and rhetorical development, and (3) how participants experienced the system’s
usability and creative support. We present our findings below accordingly.

7.1 Patterns of Inquiry in Participants’Questioning

To examine participants’ narrative design reasoning process, we analyzed the questions they used in their stories
using a qualitative coding methodology. Three researchers first independently conducted open coding of all questions,
focusing on their style, purpose, and context, using categories derived from established Socratic questioning frameworks
[27]. The initial codes were then consolidated and refined to produce a finalized codebook with clear inclusion criteria
and definitions (Table 1). This codebook was applied to all participant-generated questions and inter-rater reliability
was assessed on a subset of transcripts using Cohen’s 𝜅 [104], yielding substantial agreement. We resolved remaining
discrepancies through consensus meetings to ensure consistent interpretation. In total, we coded 88 questions that
appeared in participants’ final stories.

We observed that the majority of initial questions (at depth 0) were Exploratory (25%), Descriptive (21%), or Conse-
quences/Implications (21%). However, subsequent questions (at depth 1) were slightly more diverse with Exploratory

(22%), Probing (19%), Consequences/Implications (19%), and Contextualizing (13%) being the most common question types.
At depth 2, questions were similarly concentrated in Consequences/Implications (29%) and Exploratory (24%). Beyond
depth 3, the number of questions declined sharply (Figure 6); given the limited data, we did not analyze distributions at
depths 4–6, as they do not reliably represent broader trends. This distribution of question types across depths reflects a
dominant pattern, where exploratory sense-making gives way to deeper analytical probing. At depth 0, the dominance
of Exploratory and Descriptive questions suggests that participants used questions to initially orient themselves and
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Fig. 7. Coding flow diagram of all participants’ Socratic question types across story depth. Each block represents a coded question

category (e.g., exploratory, descriptive, consequences/implications), and the flows illustrate how question types transitioned from one

depth level to the next. Flow thickness corresponds to the frequency of each observed transition. Depth indicates the sequential

level of questioning within a story, where depth 0 denotes the initial question and subsequent depths represent follow-up questions.

The visualization shows that initial questions (depth 0) were dominated by exploratory, descriptive, and consequences/implications

types, which then diversified into probing, contextualizing, and other categories at deeper levels. Beyond depth 3, the number of new

questions declined substantially, reflecting limited continuation of deeper narrative chains.

establish a line of inquiry. By depth 1, the questions participants relied on became slightly more diverse, e.g., Probing
and Contextualizing, suggesting that they were beginning to examine and challenging the evidence they had gathered.
At depth 2, participants returned to Consequences/Implications and Exploratory questions, but these now carried greater
nuance, indicating deeper reflection on their initial directions. While adopting an inquiry-guided approach helped
writers systematically reflect during the early stages of narrative development (depths 0, 1 and 2), the sharp decline
question usage at depth 3 may indicate cognitive limits in sustaining deeply nested inquiries without additional support.
We elaborate on the implications of these findings in our discussion section.

We also examined block connectivity to understand how different question types connected to each other within
participants’ story graphs. We observed that participants who began with a Descriptive question often followed up with
a Consequences/Implications question (Figure 7). Similarly, Exploratory questions were frequently followed by either
another Exploratory question or a Contextualizing question. Additional patterns included Challenging Assumptions →
Contextualizing and Descriptive → Exploratory. At depth 1, we often observed Probing → Descriptive and vice versa,
while Challenging Assumptions → Consequences/Implications was similarly common. These patterns revealed how
various question types shaped participant inquiry and their resulting narratives. For instance, frequent Descriptive
Manuscript submitted to ACM
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Question Type Definition Example

Challenging
Assumptions

Question that investigates whether an
event is a frequent occurrence.

Is U.S. gun violence a problem of gun con-
trol or a problem of increasing violence
crime in general?

Comparative Frames two or more entities against each
other.

Considering both the New Democratic
Party and the Liberal Party, which one
serves as the main opposition party to
the Conservative Party?

Consequences /
Implications

The questions seek a call to action. The
question asks how does the inference
from dataset impact the outcomes. Im-
plies next steps, actions, or solutions.

What strategies could Canadian transit
authorities implement to attract riders
back to public transit as they recover from
the lingering impacts of the COVID-19
pandemic?

Descriptive Relates to the descriptive stats (data) to
seek evidence for a hypothesis.

What is the average age of transit riders
in Canada, and how has this demographic
changed over the period from 2017 to
2023 in relation to ridership trends?

Exploratory Seeks open exploration without expect-
ing one clear answer. Questions focus on
hypothesizing how an event might un-
fold.

In what ways might regional economic
conditions impact local businesses and
their growth opportunities?

Probing The question seeks exploration with a tar-
geted event in context. It is different than
an exploratory question as the context of
the question is set in a prior observation.

What specific indicators should policy-
makers monitor to assess the likelihood
of a full recovery in employment rates
compared to pre-pandemic levels?

Clarification Requests for additional statistical infor-
mation on a specific event occurrence.

At which point in time did ticket sales for
the transit systems begin a resurgence?

Contextualizing Places the issue within a broader frame
or background.

In what ways do the cultural attitudes
towards gun rights in higher gun death
states impact the effectiveness of gun con-
trol measures?

Table 1. Codebook used by researchers for coding different Socratic question types, including formal definitions and illustrative

examples from real participant data.

→ Consequences/Implications transitions suggests that once participants established a factual understanding, their
questions naturally guided them toward evaluating the significance or impact of those facts. Similarly, patterns such
as Exploratory → Exploratory and Exploratory → Contextualizing suggest that the system encouraged the Socratic
strategy of expanding the conceptual space before narrowing toward conclusions [15], and frequent pattern occurrences
like Challenging Assumptions → Contextualizing indicate that once participants challenged an underlying premise,
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they often sought information to re-anchor their reasoning within broader contexts. Intuitively, when participants
alternated between seeking detail and examining the meaning of those details, Probing questions were often followed
by Descriptive questions, and vice versa. These connectivity patterns reveal that participants did not ask questions in
isolation; rather, they constructed chained sequences resembling the structured reasoning of Socratic dialogue.

Our analysis also revealed that participants approached story narrative using distinct strategies depending on their
types of questions. Some participants adopted a question-centric approach, framing their narratives primarily through
successive, open-ended questions. For instance, they began with a broad question, such as “What patterns exist in the

data?” and then layered follow-up questions, such as “Why might this pattern occur?” or “What are the implications for

different subgroups?” to shape the storyline. Other participants adopted an observation-centric approach, emphasizing
reasoning, interpretation, and the integration of data points to construct coherent arguments and concrete story
structures. For instance, they began with a clear question, such as “How does income vary across different demographic

groups?", and rather than generating follow-up questions, they incorporated several observation blocks that answered
their initial question. We also observed that several participants adapted a visualization-centric approach, depending
on charts and visual representations to highlight patterns and enrich their narratives. For instance, participants often
identified a trend in a visualization and then posed contextualizing or probing questions like “What explains this spike?”

or “How does this pattern change over time?” to deepen their narrative. We demonstrate an example of each of these
strategies in Figure 8. These varied approaches highlight the diversity of user strategies in data-driven storytelling and
demonstrate the system’s effectiveness in accommodating multiple approaches to narrative design. We describe how
these different strategies and questioning patterns shaped participants’ writing experience in the subsection below.

7.2 Inquiry-Guided Narratology and Design Experience

We transcribed and analyzed data from our think-aloud protocols and audio recordings to uncover participants’
experience with an inquiry-guided approach during key tasks such as data exploration, narrative sequencing, rhetorical
strategy development, and narrative framing. We conducted a qualitative thematic analysis using an iterative, bottom-up
coding process. Three researchers independently performed open coding on all study data, then met to reconcile and
refine the codes through discussion and comparison. The consolidated codes were then grouped into higher-level
themes that captured recurring patterns in participant behaviors and reasoning. We present the salient themes that
emerged from this analysis below.

7.2.1 Data exploration and analysis. Our system supported data exploration through natural language queries, enabling
participants to interact with observations and visualizations without having to conduct independent exploratory data
analysis. Participant think-aloud results revealed that data exploration in narrative design often unfolded as an open-
ended dialogue with the dataset, frequently marked with uncertainty, curiosity, and cognitive overload. Most writers
did not begin with a fixed story line, but instead explored the dataset – reading charts, relating existing questions, and
scanning dataset columns to generate new inquiries. Participants viewed questions as anchors for these explorations,
which sometimes guided their attention towards unexpected directions, as demonstrated when P6 said, “I like this
question because it brings me into a certain state of mind. It makes me think about the labor market, which I hadn’t

considered.” However, for several participants, questioning introduced challenges during data exploration, as they
struggled with divergent thinking (opening multiple branches of inquiry) and convergent structuring (extracting
insights to form a coherent story point). For instance, P19 mentioned, “I definitely have an idea of where to take the

story, but I’m lacking the data for that so far”, in reference to their initial writing goal, while P13 commented, “...ideally
Manuscript submitted to ACM
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Fig. 8. The three story archetypes identified in our user studies—question-centric, observation-centric, and visual-centric—along with

their linearized prototypes generated by our story renderer. All stories are taken from real user studies.
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to answer this question, you would also want other data that’s not gun violence data, like [violent] crime in general, but we

don’t have that.” Some participants adopted a data-centric approach, allowing the data itself to shape their narrative
rather than seeking evidence to support a presumed direction. As P10 explained, “I feel like the data I use should make

the story, but I feel like sometimes I’m fighting against the data to create a narrative that I imagined.” This process surfaced
scaling challenges, where some participants felt overwhelmed by excessive decision-making, incomplete or missing
data, or determining which storylines to pursue. For instance, P14 mentioned, “I feel a bit overwhelmed by the choices

and options I have. There’s especially too much data to now be able to think– I’m not sure which direction to go in.”

7.2.2 Narrative Sequencing. Participants frequently noted that constructing event sequences through iterative ques-
tioning shaped how they conceptualized their own stories. They experimented with the order of data and context, with
some preferring to introduce visuals early to capture attention, e.g., P16: “I think it makes more sense to show the data

first [with insights] and then explain the context later... I feel like this grabs the readers attention more”. Others favored
positioning explanatory elements first to orient readers (P17: “I want the text before the graphics in the same way that

you would put a title on a graph... The text gets you invested, then the graph supports that by explaining the actual data.” )
While the ability to create several lines of inquiry was generally seen as useful for ideation, some participants found it
challenging to connecting parallel lines of thought, e.g., P10: “I’m not too sure how I can connect these two separate ideas

[in reference to separate chains of thought]”, P21: “...I’m trying to find an insight that can connect these two [chains of

thought].” We anticipate this occurred because participants performed data extraction and narrative sequencing tasks
simultaneously. One participant likened the sequencing process to puzzle solving, where insights could unify branches
or shift narrative direction (P19: “I feel like I’m putting a puzzle together.” ) Simultaneously, participants were aware
that overcrowding their story with too many branches could dilute its focus or alter its overall direction, e.g., P21:
“Adding too many branches, I think, would make the story too wide and not focused enough on my first question”, P19:
“This question might be a good separate idea to run with my existing story. It’ll definitely change how the story is perceived

though.” Overall, their reflections suggest an ongoing negotiation between data extraction and narrative formulation to
achieve a balanced story structure.

7.2.3 Rhetorical strategies. For many participants, story flow-the natural progression between ideas and insights in
their narrative-was important for creating a persuasive rhetoric. P17 commented, “I think it’s important to me for the

story to flow well– Most articles I read follow a similar flow that I’m trying to copy”, while P10 mentioned, “I don’t love
the flow of the story right now, but I think I can reorder it to get the final story to be how I want.” Interestingly, generated
questions were seen as argumentative resources to constructing logical rhetoric, e.g., P14: “I like this question because it

seems to follow very logically from the graph I was just looking at [in reference to a generated question]”, and served as
potential pivots around which stories could be framed, e.g., P21: “This question [one that was generated] seems to really

be the crux of my story”, P17: “...these questions are definitely good, I just need to figure out how to build off of them to other

data.” Participants frequently used questions to assess the strength of their rhetoric-whether it felt too obvious, too
broad, or sufficiently challenging-while evaluating the story’s persuasive capability. P14 said, “I feel like each question

needs to flow right to make the following data easier to understand.” These strategies illustrate how participants employed
both classical rhetorical principles, such as flow and audience consideration, with more exploratory tactics, leveraging
questions as hooks or scaffolds to write engaging data stories.

7.2.4 Framing. Participants frequently sought to widen their scope and frame their story within a broader backdrop.
They used questions to explore specific topics, building on anecdotal experience, e.g., P16: “My university program
Manuscript submitted to ACM
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is crime studies, so I’m naturally more interested in this topic”, and to situate their story within a social context, e.g.,
P21: “I’m curious about the stigma people have about riding on transit and how that affects the data.” This suggests that
although participants sought to draw their own inductive conclusions from the inferences they made, it was challenging
to do so without sufficient exploration, e.g., P15: “The data in the [generated] responses is good, but it’s not what I’m

looking for here– I feel like I need another dataset to support this.” This line of thinking culminated in a conversation led
by one participant about cherry-picking data and the susceptibilities of DDS workflows to external biases (P17: “I think
a big part of journalism in the media is obviously really biased– I just feel like I am cherry-picking my data to build the

story that I want, rather than actually showing it.” ) Concisely, the same participant said, “The data isn’t wrong, it’s just
picked to my liking.” These observations suggest that an inquiry-guided approach may unintentionally steer authors
toward skewed or cherry-picked findings, highlighting the need for a more holistic approach that actively mitigates
internal and external biases influencing the writer.

7.3 Perceptions of System Usability and Support

Our study design included pre- and post-survey questionnaires to capture user experience and relevant metrics. On
a 5-point Likert scale, participants rated the software as moderately useful in supporting their data story planning
(𝑀 = 3.44, 𝑆𝐷 = 1.20). The generated stories were perceived as moderately informative (𝑀 = 3.5, 𝑆𝐷 = 1.15), and
coherent and clear (𝑀 = 3.5, 𝑆𝐷 = 1.20). Participants rated the AI-generated questions (𝑀 = 3.89, 𝑆𝐷 = 0.83) and
insights (𝑀 = 3.83, 𝑆𝐷 = 0.92) as being slightly more effective than visualizations (𝑀 = 3.39, 𝑆𝐷 = 1.33) in supporting
their writing and understanding. We summarize this post-study feedback on perceived system performance in Figure 5.

To understand participants’ overall experience using the system, we define an Overall Satisfaction factor over six
(6) user experience measures included in our survey - usefulness, informativeness, clarity, question support, insight
support, and visualization support. We performed a regression analysis using PCA to evaluate whether factors like
confidence in analytical tools, confidence in programming, tutorial helpfulness, and navigation difficulty (reverse-coded)
impacted the overall user satisfaction (Table 2). The resulting model was significant (𝐹 (4, 13) = 6.04, 𝑝 = .006, 𝑅2 = 0.65)
and suggested that navigation difficulty was the only significant predictor of satisfaction (𝛽 = 1.23, 𝑝 = .002), while
tutorial helpfulness showed a positive, but non-significant effect. Furthermore, we observed that participant confidence
in analytical tools and programming did not significantly contribute to over all satisfaction.

We further explored whether system-generated questions and insights improved the perceived clarity of participants’
data stories. The regression model evaluating participants’ story clarity in relation to perceived question and insight
effectiveness explained a relatively small portion of the variance in clarity (questions: 𝑅2 = 0.22, adjusted 𝑅2 = 0.17,
𝑛 = 18; insights: 𝑅2 = 0.25, adjusted 𝑅2 = 0.21, 𝑛 = 18). However, the coefficients for questions and insights were positive
and statistically significant (questions: 𝛽 = 0.68, 𝑝 = .049, 95% CI = [0.01, 1.35]; insights: 𝛽 = 0.66, 𝑝 = .033, 95% CI =
[0.06, 1.25]), indicating that participants who rated generated questions and insights as more effective also perceived
the generated stories as clearer and more coherent (Table 3, Model 1 & 2). These findings suggest that both guiding
questions and system-generated insights influenced participants’ perceptions of story clarity and coherence.

Some participants noted the presence of minor inaccuracies and missing information in the generated stories
(𝑀 = 2.39, 𝑆𝐷 = 0.92). We investigated whether these perceived inaccuracies in their stories affected their evaluation
of the system’s usefulness. A regression analysis on these ratings conclude that the relationship was not statistically
significant (𝑅2 = 0.11, adjusted 𝑅2 = 0.05, 𝑛 = 18; Table 3, Model 3) and the coefficient for inaccuracies was negative, but
non-significant (𝛽 = −0.42, 𝑝 = .185, 95%CI = [−1.08, 0.23]), suggesting that participants generally found the system
useful regardless of data inaccuracies.
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Finally, we analyzed participants’ interaction logs to identify the range of narrative design patterns employed. Most
participants (𝑁 = 14) created and iterated over a single hierarchical graph, suggesting that many participants’ preferred
to refine and deepen one coherent structure rather than branch into alternative storylines. However, a smaller subset
(𝑁 = 3) experimented with 2–3 graphs, with one (1) participant creating as many as seven (7), indicating that although
the system enabled more exploratory, multi-path ideation, this approach was not the most commonly preferred strategy.
Participants generated an average of 12 question blocks using the QA (SD = 7.25,max = 30,min = 3), and 18 observation
blocks and 4 visualization blocks (SD = 4.29,max = 18,min = 0) using the IE, suggesting that the system may have
encouraged inquisitive reasoning and hypothesis development. However, the large variance in question generation
suggests that while some writers relied heavily on guided questioning for ideation, others preferred a more targeted
or minimal approach at deeper levels. We observed that participants connected at least 2 observation/visualization
blocks (max = 4,min = 1) with question blocks, suggesting that they generally grounded their inquiries in concrete
evidence rather than posing questions in isolation. Surprisingly, the block enrichment tool was used sparingly (M
= 2.1, SD = 4.05,min = 0,max = 17,), despite one participant using it 17 times. This suggests that most participants
depended on their own drafting or generated content from the AI agents, and while questions prompted reflection,
participants rarely modified them for their specific purposes. This observation has important implications on how AI
over-reliance and under-reliance can impact DDS workflows.

7.4 Summary of Results

We observed that participants’ use of questions in our inquiry-based approach shifted from broad, exploratory questions
to analytical and reflective ones as the stories developed. However, question preference dropped sharply at deeper
levels, suggesting limits to sustained Socratic-style inquiry. We found that certain question pairs frequently occurred
in systematic sequences, shaping narrative structures that were question-, observation-, or visualization-centered..
Think-aloud analysis showed that inquiry-guided interactions supported data exploration, sequencing, framing, and
rhetorical development, helping participants uncover unexpected insights and organize their ideas. However, they
struggled to connect parallel lines of thought and manage bias. Despite these challenges, participants consistently valued
questions as scaffolds for logical progression. Finally, system logs and survey responses indicated that participants
found the tool useful regardless of prior skill, but often relied heavily on either their own writing or agent-generated
content, rarely enriching blocks—highlighting risks of both over- and under-reliance on AI in data-driven storytelling.

8 DISCUSSION

Storyblocks is a novel attempt at synthesizing contemporary research in narrative theory, data-driven story telling, and
AI-based agents into a singular, cohesive interface for data-driven narrative design. Through a systematic evaluation, we
used Storyblocks to explore the structural archetypes exhibited across numerous data stories, and uncover questioning
patterns between four different facets of narrative design. In this section, we articulate actionable design implications
that inform the design space of inquiry-guided narrative design tools for data driven workflows.

8.1 Balancing Curiosity with Narrative Focus in Agent-Mediated Exploration

A key contribution of this work is demonstrating how Socratic questioning can help writers explore, ideate and create
more objective and diverse stories. We embedded Socratic questioning within Storyblocks using an interaction paradigm
that motivates inquiries through questions, and encourages writers to reflect on their interpretations of data. This
inquiry-guided approach, combined with the inherit variability involved in AI-based agentic systems, naturally exposed
Manuscript submitted to ACM
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writers to new ideas and perspectives in their data. This is especially relevant in data-driven journalism, as opposed
to other less rigorous forms of journalism, e.g., opinion piece writing, as readers expect the available data to shape
the story, not the writer’s envisioned narrative to determine the selected data. However, the non-deterministic data
exploratory process we introduced-where an external agent mediates between the writer and the data-also led writers
to sometimes lose focus of the story, especially when bombarded with too many insights. This suggests the need to
incorporate interaction techniques that can accommodate user’s uncertainty and curiosity without overwhelming them.
One way to approach this is to introduce exploration maps that document user’s data exploration journey and appear
on-demand alongside natural language queries [93]. These exploration maps can be extremely helpful when the writers
lead the Socratic-style inquiry, as is the case with Storyblocks. Another approach may involve allowing the AI agent
to lead the inquiry by enabling the question agent to prompt the writer to examine their reasoning at various times
during writing. This involves embedding on-demand AI agents into the writing system to ask questions, e.g., “Why did
you chose this story direction?”, “Are your conclusions logical?”, or “What is the overarching goal of your narrative?”
Future research should continue exploring how to utilize Socratic questioning effectively and seamlessly integrate it as
an interaction paradigm into AI systems .

8.2 Adapting to Writers’ Shifting Modes of Inquiry

An important observation in our user studies was that participants alternated between data-driven and story-driven
entry points, suggesting that narrative design support systems must be sufficiently adaptable to support both processes.
Systems may incorporate a story-first mode, in which writers specify a potential question or argument and the system
automatically suggests insights that could support or refute it. On the other hand, a data-first mode can help writers
extract story logic entirely through data exploration. To help mitigate cognitive overload, inquiry-guided interactive
tools may rank dataset variables based on relevance - when a user becomes overwhelmed, the system can recommend
potential variables to write about. These design features would help narrative design tools mediate between divergent
explorations and convergent focused stories, ensuring that richness in data does not hinder narrative creation.

Several participants focused on the story flow-akin to the narrative arc in storytelling-in which a narrative follows
a systematic progression from setup to conflict and finally resolution [12]. However, participants often struggled to
provide context and evidence for these stages of the narrative arc as it did not align with dataset capabilities. Future
systems could help scaffold this process by presenting writers with questions and insights that are relevant to these
stages and can be accomplished within the dataset. We also observed that participants used questions as anchors and
built narratives that resembled the Toulmin model of argumentation [50], in which evidence and claims are connected
together to form a persuasive argument. Tools that map questions and insights onto stages of the Toulmin model could
help writers build stories that are both logically sound and rhetorically compelling. For instance, a question might
function as a claim or as grounds in one instant, while an insight could serve as supporting evidence in another.

8.3 Supporting Socially Responsible AI-mediated Inquiry and Narrative Design

Data-driven journalism is becoming increasingly essential each year as our societies rely on large data and AI to
understand the world. One of the advantages offered by data-driven journalism is its ability to mitigate bias and
reduce faux journalism—a presently crucial endeavor—by strictly adhering to statistics [42]. Despite this, data-driven
writing tools can still carry several forms of bias. Data story writers may assume that the underlying dataset is
collected objectively–an assumption that is rarely true. Biases can arise from the individuals or organizations collecting
and maintaining the dataset, errors in the equipment used to collect the data (e.g., faulty instruments), or sampling
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biases that disproportionally over-represent or under-represent certain demographics. This can lead writers to making
misleading conclusions in their narratives and unintentionally propagating misinformation – the very problem data-
driven journalism aims to address. A possible solution to this issue is verifying the provenance of the dataset and its
creators, or contrasting results with similar datasets. However, this is not always feasible, especially for datasets that
represent controversial or understudied experiments. Within Storyblocks, we intentionally selected a narrow scope
of datasets that engaged with broad, often politically-polarized social issues to engage participants with their story.
While the sourcing and validity of some of these datasets was exceptionally high, this could still have introduced biased
reasoning or faulty outcomes of writers’ stories. It is the responsibility of AI-supported narrative design assistants to
support data provenance and implement measures that can mitigate writers’ internal and external biases.

8.4 Designing for Transparency, Expressivity and Analytical Precision

Separate from data biases, language models also exhibit inherent bias due to their training data, despite engineers trying
to mitigate and safeguard against this [38, 72]. This can especially amplify tensions when reporting on sensitive or
politically-charged topics, where writers find themselves at a crossroads between reporting statistically meaningful
information and protecting audiences from inappropriate or biased information. This was demonstrated in Storyblocks,
where several model responses came close to overstepping this boundary with particularly divisive datasets, such as U.S.
gun deaths. Because our inquiry-guided system introduced a non-deterministic data exploration paradigm, writers were
naturally exposed to a broad range of interpretations.While this is valuable, it can also compromise analytical correctness.
The solution to this problem is non-trivial and involves weighing arguments from both perspectives. One possible
approach involves allowing users to control the amount of censorship and regulation prevalent in model responses
through a multi-agentic approach. This would allow authors to gather several perspectives on particularly subversive
topics before committing to a narrative [46]. Another approach involves using explainable AI (XAI) techniques that could
help writers interrogate how and why certain responses were generated. Similar to the biases language models express
through their training data, past human experiences bias the stories we tell. This can lead to writers cherry-picking
data that supports their beliefs and projecting them onto the narrative they create. While Storyblocks encouraged
exploring new directions through our mediator language model approach, the final decision is ultimately in the hands
of writers. Nonetheless, we believe that our approach can at minimum offer greater depth of field to writers, reduce
one-dimensional thinking, and transform writing from an isolated echo chamber of opinions into an open-minded
exercise. Future work should focus on incorporating bias detection and claim verification tools for assessing social
biases, such as DramatVis Personae [46].

9 LIMITATIONS AND FUTUREWORK

Our study has several limitations. First, the participant pool was relatively small and homogeneous, which offers limited
insights into the broader narrative design practices in more diverse groups. Additionally, the study design duration
was relatively short, and the system posed some learning curve due to its novelty. As a result, participants reported
having limited time to fully develop their stories, and some relied on more straightforward or intuitive paths, rather
than exploring unique pathways. Beyond these concerns, our system design also introduced some practical limitations.
Although data visualization was introduced as a central element of the storytelling process, participants noted that some
generated charts were unclear, inflexible, or overwhelming, which reduced their usefulness in narrative construction.
Others expressed frustration with the abstract nature of data interaction, emphasizing the need for at least some direct
engagement with the underlying dataset to create effective visualizations.
Manuscript submitted to ACM
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Building on these findings, in future we will focus on extending the scope and improving the usability of Storyblocks.
Some approaches, such as expanding the available datasets and integrating improved mechanisms for incorporating
contextual data, would help writers construct richer, more nuanced narratives. Enhancing the context provided to
models, refining chart generation capabilities, and experimenting with prompting methods could yield more accurate
and flexible agent responses. We also envision interfaces that allow writers to modulate the response contexts in
real-time and offer greater control over how agents mediates between statistical detail and narrative accessibility. Most
importantly, future directions should preserve Storyblocks’ identity as a narrative design tool, rather than a fully
generative writing assistant, to support writers’ agency. Finally, studies with journalists and longer-term engagements
will be critical to validating our results assessing the system’s relevance for professional story writing.

10 CONCLUSION

We proposed an approach to data-driven storytelling that builds on narrative theory and recent advancements in agentic
AI to improve narrative design for DDS workflow. By refining our system requirements through a formative study, we
informed the design of Storyblocks, a DDS tool that incorporates a multi-agentic architecture and non-linear thinking
paradigm to support narrative design. Studies with non-expert writers revealed diverse narrative design strategies, as
well as variations in their reliance on AI agents when crafting data-driven stories. We also identified recurring themes
in their internal narratology and how these shaped the narrative design process. We encourage future research to build
upon Storyblocks as a sandbox environment for exploring the complex challenges of narrative design in data-driven
storytelling.
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A Appendix

Panel A: Explained Variance

Component PC1 PC2 PC3 PC4 PC5 PC6
Explained variance ratio (%) 57.16 19.22 10.95 7.47 3.15 2.05

Panel B: Loadings

Usefulness 0.484 -0.116 -0.036 -0.487 -0.428 -0.576
Informativeness 0.437 0.383 -0.337 0.001 0.708 -0.217
Clarity 0.503 0.027 -0.070 -0.329 -0.117 0.787
Visualization 0.335 -0.502 -0.466 0.627 -0.159 -0.000
Insights 0.335 -0.448 0.733 0.102 0.372 -0.036
Questions 0.311 0.622 0.355 0.501 -0.371 -0.035

Table 2. PCA explained variance (Panel A) and six loadings (Panel B). PC1 is used as the Satisfaction factor.
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Predictor Coef. Std. Err. 𝑡 𝑝 95% CI Lower 95% CI Upper

Model 1: Clarity ∼ Questions
Intercept 0.858 1.264 0.679 0.507 -1.820 3.537
Questions 0.679 0.318 2.135 0.049 0.005 1.354
Model fit: 𝑅2 = 0.222, Adjusted 𝑅2 = 0.173, 𝑛 = 18

Model 2: Clarity ∼ Insights
Intercept 0.989 1.105 0.895 0.384 -1.354 3.339
Insights 0.656 0.281 2.334 0.033 0.060 1.250
Model fit: 𝑅2 = 0.254, Adjusted 𝑅2 = 0.207, 𝑛 = 18

Model 3: Usefulness ∼ Inaccuracies
Intercept 4.467 0.788 5.668 < 0.001 2.796 6.138
Inaccuracies -0.420 0.390 -1.384 0.185 -1.083 0.227
Model fit: 𝑅2 = 0.107, Adjusted 𝑅2 = 0.051, 𝑛 = 18

Table 3. OLS regressions predicting clarity from system-generated questions and insights, and predicting usefulness from perceived

inaccuracies.
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